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BioLizard - Making the most of your scientific data

In this whitepaper, BioLizard presents its end-to-end solution for biomarker discovery and 

development projects, our   BioLizard IDx & MDx platform. In addition to a detailed 

overview of the different steps involved in this process.  
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Figure 1: Overview of the different steps in our biomarker discovery.
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The IDx platform is our in-house, established, fast and accurate platform that supports 

bioinformatic scientists throughout the entire process of biomarker discovery and allows 

them to be more productive through the automation of repetitive tasks. This allows 

bioinformatic scientists to focus their efforts on the underlying scientific problem that 

needs to be addressed. It also helps them to uncover hidden value within a specific 

dataset, as fast as possible. 

Alternatively, the MDx platform is a range of software tools which BioLizard makes use of 

in the clinical validation phase of a given biomarker panel, therefore speeding up an 

independent validation study. In this way, we can support clients who already have 

developed their own biomarker panel and assist in the further development towards 

clinical implementation. 

The discovery of diagnostic, prognostic or predictive biomarker signatures using omics 

molecular profiling is recognised as a major advancement in the field of precision 

medicine. These signatures are a valuable asset in diagnostic, prognostic or predictive 

tools, where they assist physicians in the detection, prognosis or treatment/relapse 

prediction of various diseases. The development of these signatures, however, is not a 

straightforward, single step process. BioLizard and its founders have several years of 

experience in this field and identified a common ground between different projects. This 

motivated us to describe our approach in this white paper. Following this approach, we 

support our partner in the development of an accurate (multi)omics or multimodal 

biomarker signature, therefore reducing time and cost.  
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To this end, we have developed our own biomarker discovery tool, the IDx platform, 

which we use to support our clients and partners in the discovery of specific biomarker 

signatures in a well-structured, efficient and cost-effective way. The platform makes use of 

raw sequencing data or microarray experiment data as well as clinical metadata. The 

platform is flexible enough to process multiple types of omics data, with only minimal 

modification.  

After primary processing, robust signatures are identified via dimensionality reduction 

techniques using in-house developed pipelines. Further leveraging artificial intelligence 

methods, a machine learning model is designed that is optimised to predict each 

sample’s outcome based on a derived biomarker signature. 

At the end of this process, the bioinformatics scientist obtains a fully reproducible 

pipeline that can go from the raw data straight to the outcome. The platform has been 

implemented to automate each step as much as possible, thereby also outputting 

intermediate checkpoints. These can be useful for bioinformatics scientists to inspect the 

data, gain a deeper understanding of the underlying biological processes that are at 

work, and make adjustments to boost the performance even further. The pipeline is set 

up in such a way that it is easy to do internal and external validation on unseen data. 

We want to stress that in order to achieve the best possible performance, a good 

interaction between the bioinformatics scientist and the platform is needed. We do not 

treat this platform as a black box, but have gained a deep understanding of the 

algorithms at work in each individual step. This allows BioLizard to quickly make 

adaptations based on the specific problem at hand. 

In this white paper we give a deeper description of each of the steps involved in classical 

biomarker development and show how our platform is used. We will focus on sequencing 

data as the initial input. 

BACKGROUND & CONTEXT

BioLizard - Making the most of your scientific data
www.lizard.bio

http://www.lizard.bio
http://www.lizard.bio


06

    

Prior to any analysis being done, the BioLizard expert team sits together in collaboration 

with a partner to clearly lay out a research question and a plan of action. Next, we 

investigate how the data was collected. In a case where the data is from a clinical trial, it 

often includes a proper study design that alleviates partly any confounding factors (i.e. 

demographic data of the patient), because they are properly matched between cases 

and controls. If the data was collected outside of a clinical trial, for example, it was 

originally generated without prior intention of doing biomarker discovery, additional 

analysis is needed to address potential problems that could arise in subsequent steps. A 

couple of frequently occurring problems include heterogeneity or confounding factors in 

the data, batch effects, missing information with respect to how the samples were 

collected and prepared for sequencing. After these problems are recognised, we work 

out a mitigation plan to address these. 

  Figure 2: Scoping & discovering data generation
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072. SCOPING & DISCOVERY 
DATA GENERATION

In combination with clinical data, the raw outcome that is generated on the sequencing 

platform is the only input BioLizard needs in order to start the biomarker discovery 

process. We have developed several scalable and fully reproducible scientific pipelines 

that are able to process sequencing data. An example of this is our developed 

proprietary RNA-sequencing data processing pipeline, toRNAdo. 

This fast and effective pipeline allows us to process a high number of RNA-sequencing 

samples, obtaining gene or transcript counts from the raw sequencing data. The 

toRNAdo work environment is agnostic, meaning it runs on a diverse set of IT 

architectures and allows for fast upscaling with respect to the number of samples to 

process. The toRNAdo pipeline also generates quality control reports for each step of the 

pipeline allowing fast monitoring of the results. This pipeline has a proven track record at 

BioLizard on both Illumina and Oxford Nanopore sequencing technologies, and can also 

be easily modified to adapt to other sequencing technologies as well. 

Data quality is a very important aspect of the entire biomarker discovery process, but in 

particular at the data generation stage. Consequently, an experienced bioinformatics 

scientist will thoroughly inspect the output and each intermediate step (i.e. adapter 

trimming, read mapping, gene/transcript quantification) of this scientific workflow used to 

process the sequencing data. After passing all quality control steps, the data will be 

formulated as a machine learning problem and prepared for subsequent stages. 
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Reproducibility – In case the data generation pipeline needs to be rerun, for example 

when additional samples become available, it is key that consistent results are achieved. 

Therefore, our pipelines are strictly version controlled and regression tested rigorously 

before they receive any update. 

   

Predictive performance - At the beginning of each project, we discuss together with the 

client their specific objectives and if these are realistic given their sample size. However, it 

can happen that after the data generation step some samples are not of sufficient quality 

or are considered outliers and hence are eliminated from downstream tasks. As this can 

negatively affect the overall predictive performance of the dataset, we need to establish 

if it still makes sense to continue the process with the current dataset. Therefore, if such a 

situation would occur, our bioinformatic scientists will run simple machine learning 

models that provide fast baseline performance estimates of the task at hand. If any 

problems should arise, the client is immediately notified with the option to collaboratively 

search for an alternative solution, such as including additional publicly available data. 

BioLizard - Making the most of your scientific data
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Identifying the most informative biomarkers differentiating between two or more 

phenotypes is challenging due to the fact that the number of possible biomarkers is 

much higher than the number of available samples. Therefore, there is a need to do 

dimensionality reduction. 

Dimensionality reduction is the transformation of a high dimensional dataset into a low-

dimensional representation in such a way that any meaningful properties from the former 

dataset are preserved in the latter one. Translating this to the biomarker discovery 

process means that only the most predictive useful features are selected, which ultimately 

make up the biomarker signature. Our IDx platform performs this task in an automated 

data-driven manner by running multiple feature-selection algorithms in parallel and 

combining the outputs into multiple candidate biomarker signatures. 

Our feature-selection algorithms can be broadly grouped into three different categories. 

The first category consists of univariate statistical techniques, of which   differential 

expression analysis (DEA) is the most known one. 

  Figure 3: Biomarker discovery.
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In DEA, a statistical analysis is performed in order to discover significant quantitative 

changes in expression levels between the groups consisting of the samples with a 

different phenotype. 

Another class of feature-selection algorithms is based upon weighted correlation network 

analysis. These classes of algorithms explore the relationship between measured features 

that can be quantified by looking at the pairwise correlation between them. Using these 

correlations, a network can be constructed using the different features as the nodes. The 

edges between the nodes consist of the different correlation values between the 

features. This network is then segmented into different modules of highly correlated 

genes by means of hierarchical clustering. In downstream analysis these individual 

modules are then related to the different phenotypes. The candidate biomarkers are then 

located within the modules which correlate  to the phenotype of interest. 

The third and final class of feature-selection algorithms consist of purely machine learning 

based approaches. This approach builds on the hypothesis that a set of features, even 

those that seem to have almost no individual effect, can collectively predict a phenotype 

more accurately than individual features separately. A notable example of such an 

algorithm is the recursive feature-selection algorithm, which makes use of a machine 

learning model that gives weights to individual features. The algorithm recursively 

considers a smaller and smaller subset of features. In each step, the features with the 

lowest weight are pruned from the current set of features. This step is recursively 

repeated until the desired number of features is obtained. 

During this biomarker discovery phase, there is also room for additional (biological) 

verification of the proposed candidate biomarkers. For example, relating the candidate 

biomarkers to the underlying biological processes they are involved in. To achieve this, 

our IDx platform performs gene set and pathway enrichment analysis in an automated 

way. 
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CHALLENGES & PROPOSED SOLUTIONS

Challenges arising from sample size - As mentioned before, the datasets from the 

previous step are typically highly dimensional in nature, meaning that the number of 

features largely outnumbers the number of available samples. This leads to a couple of 

specific problems in machine learning that are often referred to as “the curse of 

dimensionality”. There are 2 ways wherein our platform copes with these problems. 

Firstly, we must address the overfitting problem. Overfitting occurs when the candidate 

models report overly optimistic performances, because the candidate biomarkers are 

only predictive for the data it was trained on, but do not generalize well to new and 

unseen data. We mitigate this problem as much as possible by making extensive use of 

cross-validation in our feature-selection algorithms. Cross-validation splits the discovery 

data set into multiple mutually exclusive training and test sets, and only looks at the 

performance of the candidate biomarkers on the ‘unseen’ samples in the test sets. 

Furthermore, our methodology explores the feasibility to validate the candidate 

biomarkers on existing publicly available data. Another alternative is to directly integrate 

these public datasets into the biomarker discovery process. For example, public gene 

expression data (from GEO, GTEx or TCGA) can often be a helpful resource to integrate 

and correlate with the private data discovery set. At BioLizard, such comparisons have 

already been performed repeatedly, and as such, we have proven in-house experience on 

how to search, process, normalize and thus leverage data from public repositories.  

Due to the high amount of public data and often incomplete annotations in the 

metadata, searching and manual curation of this data can be challenging and costly. 

Therefore, at BioLizard, we developed a solution that is based on text mining techniques 

and able to select projects from a GEO repository that have specific keywords in their 

associated publications (e.g protocol, instruments etc). 

11
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CHALLENGES & PROPOSED SOLUTIONS

Challenges arising from univariate analysis - Many classical approaches, such as 

differential expression analysis, take a univariate approach to deciding whether a specific 

feature is a candidate biomarker. This essentially means calculating its p-value and 

assessing whether it is below a prior defined threshold. In contrast, multivariate analysis 

tries to combine multiple features to form a specific signature. This allows for a much 

broader analysis in the sense that features that have a contributory role to the 

classification task at hand, but fall below traditional significance thresholds, can still be 

identified. This problem is mitigated by making use of different classes of feature 

selection algorithms as mentioned before. 

Challenges arising from data heterogeneity – In addition to the actual sequencing 

data, there is often also clinical data available. Our platform can automatically assert if 

additional data normalisation is needed. This is useful, for example, to correct for drivers 

of variance in the sequencing data such as batch effect, gender, etc. 
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This step consists of leveraging multiple candidate biomarker signatures, which are 

generated in the previous step, by building different machine learning models and 

assessing their performance in different experiments. Again, stressing the importance of 

reproducibility and interpretability of these experiments,, the IDx platform integrates with 

a machine learning lifecycle platform that stores the results of each individual experiment 

so that the bioinformatics scientists can easily compare them with each other later on.  

At this point, the evaluation metrics to determine the actual performance of the 

algorithm are chosen. For example, if the problem at hand is a classification problem, we 

most likely will switch from the most standard evaluation metrics, such as accuracy, for 

something that can give us better insight into the model’s strengths and shortcomings. 

Commonly used evaluation metrics in this case are sensitivity, specificity, positive 

predictive value (PPV), and negative predictive value (NPV), along with other metrics that 

are a better fit for clinical studies, such as F1-score, recall, and precision. The used 

performance metrics and scores are communicated beforehand with the client to see if 

they apply with the specific requirements. 

   Figure 4: Algorithm development
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After deciding on the evaluation metrics, the different models are ranked from high to 

low based on their performance. Running all of these different models with varying 

hyperparameters per model is a very time-consuming process. To alleviate this, 

automated machine learning (AutoML) systems were developed. These systems tackle 

the training of these models as an optimisation problem that converge to a satisfactory 

outcome much faster than exhaustively evaluating all possible combinations. Our 

platform excessively makes use of these new approaches to model development, but in 

the end it is still the bioinformatics scientist that has final control to pick and finetune the 

final model. 

In practice, there is often a wide range of data types available. Multiple demographics 

(e.g. age, sex, ethnicity, etc.) and baseline clinical characteristics (e.g. blood type, 

cholesterol, diabetes) are often readily available to the doctor. A simple model consisting 

of a combination of these can already perform quite well. It is important to note that 

when we bring molecular data to the table, it adds a considerable amount of value. This 

means that we should always compare a molecular based model with its clinical 

counterpart, and assess that either the molecular model or a combination of both models 

works best. On another level, the molecular data at our disposal can also consist of 

multiple omics types. An example of this is the use of transcriptomic data with 

epigenetics data, and we refer to this type of data as multi-omics data. 

When the data at our disposal is multi-omics in nature, we switch from a unimodal to a 

multimodal approach. Multimodal learning is a holistic approach to data learning by 

developing learning models that effectively integrate different data features 

simultaneously. By doing so, it is possible to discover trends hidden in multiple data 

sources that only become evident when they are combined together in the learning 

process. Switching to multimodal predictions also enables more robust predictions than a 

unimodal learning system. 
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4. ALGORITHM DEVELOPMENT

In a final step, the model will be evaluated on the independent validation set giving us a 

reliable estimate of the generalization performance (see below). 

Interpretability – This involves the interpretation of how the model uses the input data 

to come to a prediction, and can often help in explaining the particular outcome for an 

individual sample. Certain machine learning models are quite interpretable by nature. For 

example, in a logistic regression model the coefficient assigned to each feature is 

indicative of its importance. In situations where the number of features rises or if the 

model itself is becoming more complex or if the used models do not offer this inherent 

interpretability functionality, the platform still provides model-agnostic methods of 

explainability. These latter methods are much more flexible, in the sense that they are 

applicable to all possible models. 
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5. SIGNATURE VALIDATION

The final stage in biomarker panel development is the assessment of its clinical validity 

and utility. Signature validation, either as a standalone service or in combination with the 

IDx platform, is performed by our MDx platform. In order to properly validate the final 

model, a distinction is made between internal and external validation. Internal validation 

is the process of developing the biomarker panel and the resulting model only on one 

fraction of the data and testing its performance on another, distinct fraction of the data 

known as the ‘validation set’. It is important to note that the validation set consists of 

samples that were not used during the dimensionality reduction stage or the algorithm 

development stage. 

The prediction score on this validation set is the first reliable way of assessing the 

generalisation capabilities of the model. Further validation steps can now be taken by 

doing an extra round of analytical validation followed by an external validation. In the 

analytical validation, the same set of samples are assayed again, after which the end-to-

end pipeline is run to verify the robustness and reproducibility of the developed pipeline. 

Ultimately, an external validation that verifies the performance of the model on a dataset 

of new samples is required for regulatory approval.  

Figure 5: Signature validation.
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In the case that the client has already developed its own pipeline (either in-house or with 

an external party) and wants to revalidate its results, BioLizard can offer a solution to this 

as well. Applying knowledge from previous experiences, the MDx platform supports both 

internal and external validation of a pipeline that is not developed by BioLizard. In 

addition, the platform can help search for suitable datasets to perform an external 

validation, and offers software packaging methods to run arbitrary pipelines in different 

execution environments.  

At this stage, it is also possible to develop the final model into a market ready product. 

BioLizard has pre-build web application frameworks that provide an user-friendly 

interface to run the final pipeline with ease. This framework can be set up on premise, for 

example on an in-house server of the client, or can be hosted in a cloud environment 

which is maintained by the BioLizard software team. 

Flexibility with regard to changing requirements - At BioLizard, we are capable of 

quickly adapting to the data environment at hand. When a research question alters 

slightly, we are able to quickly re-asses if our solution is still the optimal one and we firmly 

believe that our models should reflect this state as well. Since the MDx platform provides 

multiple checkpoints, it is easy to tweak and rerun the final pipeline when the 

environment changes, e.g when there is a technology switch in generating the omics 

data.  
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From our extensive work within this field, it is clear that the development of omics based 

biomarker signatures is often not a straightforward, single step process and many 

companies may struggle to navigate through the challenges successfully. Based on a 

long-track experience, BioLizard has developed a tailor-made platform for either 

identification and discovery of biomarkers (IDx platform) or independent validation of an 

already developed biomarker signature (MDx platform).  

The concept of an agile bioinformatics consulting company was initially conceived by  

three trailblazers in the bioinformatics world. Wim Van Criekinge, a professor in 

computational biology in University of Ghent, Gerben Menschaert, the faculty member of 

the same university, and Jan Van den Berghe, an entrepreneur and a close friend of Wim. 

They realised that there are so many unanswered questions in the biological world, and 

genuinely believe that using the right tools such as bioinformatics, biostatistics, AI and 

software development many of these problems can be solved. This led to the birth of 

BioLizard, a team of experienced bioengineers and computer science experts highly 

skilled in a full range of bioinformatics areas. 

The industry is becoming extremely data-driven, and the integration of heterogeneous 

data in a dynamic environment is becoming central to success. At BioLizard we provide 

services tailored to our clients needs. 

     About BioLizard 
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